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Abstract—Large Language Models (LLMs) are widely deployed5
across various domains and multi-agent systems, where personal-6
ized fine-tuning is often required to adapt models to user-specific7
data. However, centralized LLM fine-tuning is constrained by8
limited access to diverse data and the high computational cost9
of large-scale training. Federated learning (FL), combined with10
parameter-efficient tuning methods such as LoRA, enables dis-11
tributed model adaptation while keeping data local. Nevertheless,12
uploading LoRA updates in plaintext exposes sensitive informa-13
tion, while fully homomorphic encryption introduces substantial14
computation and communication overhead. To address this chal-15
lenge, we propose FL-MPS, a secure and communication-efficient16
aggregation framework for federated LoRA fine-tuning. FL-MPS17
consists of two stages: a parameter-level negotiation stage, where18
clients exchange hashed anchors and importance indicators to19
determine the protection mode for each LoRA component, and20
a secure aggregation stage based on our proposed Residual-Based21
PHE, which encrypts only the necessary parameter segments for22
aggregation. Experimental results show that FL-MPS reduces ho-23
momorphic encryption overhead compared with full parameter24
encryption while achieving comparable or improved performance25
over state-of-the-art baselines.26

Index Terms—Federated learning, large language models,27
security, homomorphic encryption, low-rank adaptation.28

I. INTRODUCTION29

LARGE Language Models (LLMs) such as ChatGPT [1]30

have demonstrated remarkable capabilities across a wide31

range of tasks, including natural language understanding [2]32

and multimodal generation [3]. While these models exhibit33

strong generalization ability, deploying them in real-world ap-34

plications often requires adaptation to domain-specific data and35

user-specific contexts through fine-tuning. This need arises in36

many practical scenarios, such as legal assistance [4], medical37

diagnosis [5], and financial analysis, where models must handle38
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specialized terminology and sensitive data. However, the data 39

required for such fine-tuning is typically distributed across mul- 40

tiple institutions or user devices, making centralized training 41

difficult. 42

However, most high-quality datasets are stored in decentral- 43

ized institutions such as hospitals, banks, and mobile devices, 44

where strict privacy regulations (e.g., GDPR, CCPA) [6], [7] pre- 45

vent the sharing of raw data with centralized servers. This creates 46

a tension between the need for large, high-quality datasets and 47

the requirement for privacy, driving the adoption of Federated 48

Learning (FL) [8] as a promising solution. FL enables the 49

collaborative training of models without requiring data to leave 50

its source, thus preserving privacy and complying with privacy 51

laws. 52

Despite its advantages in privacy preservation, federated fine- 53

tuning of LLMs still faces substantial bottlenecks in terms of 54

resource consumption. Full-parameter fine-tuning [9] requires 55

vast amounts of memory and communication bandwidth, mak- 56

ing it impractical for edge devices or large-scale federated 57

deployments. Moreover, uploading the full parameters during 58

updates introduces privacy risks. This vulnerability stems from 59

the potential of LLMs to unintentionally disclose sensitive in- 60

formation through their generated outputs [10]. 61

To mitigate these issues, recent approaches have leveraged 62

Low-Rank Adaptation (LoRA) [11] in conjunction with FL. 63

LoRA allows clients to update only a set of lightweight low- 64

rank matrices while keeping the backbone model frozen, which 65

significantly reduces the communication and computation over- 66

head, making it an ideal solution for federated LLM fine-tuning. 67

The introduction of LoRA into FL [12], [13] makes large- 68

scale federated training more feasible. However, model updates 69

are still susceptible to inference and gradient inversion attacks 70

(GIA) [14], which may result in the disclosure of private infor- 71

mation. 72

To ensure end-to-end privacy in federated LLM training, some 73

approaches adopt Differential Privacy (DP) [15]. However, DP 74

introduces noise that can severely degrade the model’s per- 75

formance, especially in LLM fine-tuning, where accuracy and 76

precision are critical [15]. Another solution is Fully Homomor- 77

phic Encryption (FHE) [16], which enables encrypted compu- 78

tations on model updates, providing strong privacy guarantees. 79

FedShield-LLM [16] improves privacy in federated LoRA fine- 80

tuning by enforcing full homomorphic encryption and pruning. 81

However, it treats LoRA parameters homogeneously, leading to 82

unnecessary cryptographic overhead. 83
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In addition to DP- and HE-based solutions, FLSwitch [17]84

represents a recent attempt to improve the efficiency of secure85

aggregation by dynamically switching protection strategies. It86

adopts a two-stage design consisting of a negotiation phase and87

an aggregation phase, and leverages Residual-Based Partially88

Homomorphic Encryption (RBPHE) to encrypt model updates.89

A learned decision model is employed to enforce discrete90

switching between encryption states during training. While ef-91

fective in small- and medium-scale settings, such model-driven92

state transitions may introduce abrupt changes in optimization93

dynamics, leading to training instability. Moreover, FLSwitch94

is primarily designed for relatively lightweight models and is95

difficult to scale to large language model fine-tuning, where96

parameter sensitivity, numerical precision, and communication97

costs exhibit fundamentally different characteristics.98

These limitations motivate us to revisit a fundamental intu-99

ition behind HE-based secure aggregation: under strict security100

guarantees, improving efficiency in federated large language101

model fine-tuning essentially boils down to reducing the amount102

of data involved in ciphertext-domain operations. Prior work103

has explored sparse or compressed parameter representations104

to alleviate this overhead [16]. However, such strategies are105

ill-suited for the FedLoRA setting, as LoRA parameters are106

already low-rank and compact by design. Further sparsification107

would severely degrade model accuracy, raising a natural ques-108

tion: Is it fundamentally impossible to reduce secure aggregation109

overhead in FedLoRA?110

To answer this question, we propose FL-MPS, a new and more111

flexible secure aggregation framework tailored for federated112

LoRA fine-tuning. Our design is built upon two key observa-113

tions. First, during fine-tuning, LoRA parameters uploaded by114

different clients exhibit heterogeneous behaviors in terms of115

numerical range and precision: while their value ranges remain116

relatively stable across clients, their high-precision fractional117

components vary significantly. Second, in gradient inversion118

and model extraction attacks [18], adversaries benefit more119

from recovering coarse-grained range information than from120

accurately reconstructing high-precision residuals.121

Motivated by these observations, FL-MPS introduces a122

parameter-splitting encryption paradigm, which enables adap-123

tive and negotiation-based protection for LoRA parameters.124

Specifically, clients collaboratively determine the encryption125

strategy at the parameter level. This adaptive design signifi-126

cantly reduces ciphertext-domain computation and communi-127

cation costs, while preserving robust security guarantees and128

model utility.129

The Fig. 1 shows an overview of the FL-MPS framework. It130

includes the two primary phases: negotiation and aggregation,131

where the negotiation phase focuses on deciding which param-132

eters should be encrypted fully, which should have anchors133

encrypted, and which should only transmit residuals. In the134

aggregation phase, RBPHE is used to securely aggregate the135

encrypted data, ensuring both privacy and efficiency.136

To achieve the above objective, the key challenge lies in de-137

termining an appropriate parameter splitting point, i.e., deciding138

which bits of each parameter should be encrypted. Encrypt-139

ing fewer bits leads to greater efficiency gains, as it reduces140

Fig. 1. Workflow illustration of FL-MPS.

ciphertext-domain computation and communication costs; how- 141

ever, it also increases potential privacy risks. Conversely, en- 142

crypting more bits enhances security but diminishes the effi- 143

ciency benefits of partial encryption. Therefore, an essential goal 144

of FL-MPS is to identify a balanced parameter-splitting strategy 145

that jointly optimizes security and efficiency. 146

Another important observation is that, as federated training 147

progresses and the global model gradually converges, differ- 148

ent clients may produce identical or highly similar parameter 149

components that require encryption. This phenomenon becomes 150

increasingly prevalent in later training rounds, especially for 151

stable parameter components. Exploiting this redundancy opens 152

up further opportunities for reducing the amortized cost of 153

secure aggregation. Consequently, during the negotiation phase, 154

clients are required not only to locally determine a minimum 155

number of bits that must be encrypted to meet their security 156

requirements, but also to coordinate with the server to identify 157

whether identical encrypted components exist across clients. If 158

such an agreement is reached, a representative encrypted upload 159

can be selected during aggregation, thereby further reducing 160

redundant ciphertext transmission and computation. 161

Building upon the negotiation stage, we use Residual-Based 162

Partially Homomorphic Encryption (RBPHE) to encrypt the 163

parameters selected by local clients, and apply homomorphic 164

addition to aggregate the encrypted data. The residual portion is 165

uploaded, whose length is based on the negotiated precision, 166

further reducing computation and communication costs. We 167

summarize our contributions as follows: 168
� Privacy-preserving PEFT Scheme: We design a privacy- 169

preserving parameter-efficient fine-tuning (PEFT) scheme 170

for federated LLM fine-tuning, offering provable security 171

guarantees. 172
� Efficiency Optimization: To optimize efficiency, we pro- 173

pose a dynamic parameter partitioning strategy and a 174

highly efficient negotiation algorithm. This approach sig- 175

nificantly enhances performance without compromising 176

security. 177
� Extensive Empirical Validation: We conduct extensive ex- 178

periments on LLM fine-tuning tasks, specifically using 179

Shepherd-7B with the Databricks-dolly-15 k and Wizard 180

of Wikipedia dataset. Our experiments demonstrate a slight 181

performance improvement over multiple baseline methods, 182
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striking a favorable balance between privacy protection,183

communication efficiency, and model performance.184

II. PRELIMINARY AND MOTIVATION185

A. Federated Learning With LoRA186

In the federated fine-tuning of large language models (LLMs),187

the overall training procedure follows the standard FL workflow,188

while restricting local optimization to a small set of low-rank189

LoRA parameters. At the beginning of the t-th training iteration,190

each participant Pi, i ∈ [1, N ] downloads the latest globally191

aggregated LoRA parameters θ̄t from the parameter server (PS).192

Since the backbone of the LLM is kept frozen during fine-tuning,193

the only trainable components on each client are the LoRA194

modules. We denote these trainable parameters collectively as195

Δθ i
t , which represent the low-dimensional adaptation injected196

into selected weight matrices of the LLM.197

Given the received global model, participantPi performs local198

training using its private dataset Di and constructs a mini-batch199

{x1, x2, . . . , xB} of size B. The local objective is to minimize200

the loss Li(θ̄t +Δθ i
t ), where the optimization is carried out201

only over LoRA parameters. Formally, the gradient of the LoRA202

components is computed as203

g i
t =

1

B

B∑
j=1

∇Δθ iLi

(
θ̄t +Δθ i

t , xj

)
,

and the LoRA update is performed via204

Δθ i
t+1 = Δθ i

t − η g i
t .

In LoRA, each adapted weight matrix W is equipped with a205

pair of low-rank factors (Ai,Bi) such that the effective update206

can be written as207

ΔWi = AiBi,

where the rank r satisfies r � min(d, k). After local training,208

participant Pi uploads only the LoRA-related updates Δθ i
t+1209

to the PS. Assuming all participants contribute equally, the PS210

aggregates the received LoRA updates to obtain the next global211

model:212

θ̄t+1 = θ̄t +
1

N

N∑
i=1

Δθ i
t+1.

Since Δθ i
t+1 is substantially smaller than the full LLM pa-213

rameter space, LoRA significantly reduces the communication214

and computation costs of FL training. However, despite its215

compact size, the LoRA update vector still contains rich gradient216

information, which may reveal sensitive patterns from Di under217

model inversion or reconstruction attacks. This motivates the218

need for secure aggregation mechanisms specifically designed219

for LoRA-based federated LLM fine-tuning.220

B. Threat Model221

Following previous studies [19], [20], [21], we design222

FLSMA-LoRA in a semi-honest setting, assuming that both the223

PS and participants could be honest but curious. A secure com- 224

munication channel is assumed to be available between the PS 225

and each participant. A random secret seed can be pre-installed 226

by a certificate authority or by running a distributed protocol 227

between participants only once for secret key generation during 228

the training. If the PS is adversarial, then no collusion with 229

any adversarial participant is allowed in the semi-honest setting. 230

However, we allow the collusion of adversarial participants of 231

up to N − 2 when PS is semi-honest. We will focus on the 232

model confidentiality of participants in the discussion about ad- 233

versaries, just like in previous studies [19], [20]. The correctness 234

and verification of learning will not be discussed here and should 235

be studied separately [22], [23]. 236

Adversarial goal: The adversary is to disclose the private 237

information of a target participant. There are plenty of potential 238

attacks against FL participants, such as membership inference 239

[24], [25], property inference [26], [27], and data reconstruction 240

[27], [28] attacks. Some of these attacks should be handled by a 241

mixture of HE and DP techniques. However, DP based solution 242

is orthogonal to our study and should be discussed separately. 243

Hence, we simplify the adversarial goal as disclosing a target 244

participant’s local model updates, precisely, model parameters 245

θ or the corresponding gradients g. 246

C. Homomorphic Encryption 247

We note that our HE-based SMA is implemented on the basis 248

of the original Paillier HE (PHE). But it can also be adapted to 249

other HE systems. For simplicity, we initialize a general PHE 250

system as follows. 251
� PSetup(λ)→ (pk, sk): Given a security parameter λ, 252

the algorithm generates a pair of public and secret keys 253

(pk, sk). 254
� PEncrypt(pk, v)→ c: Taking as input a value v and a 255

public key pk, the algorithm outputs a ciphertext c. 256
� PDecrypt(sk, c)→ m: Taking as input a ciphertext c and 257

a secret key sk, the algorithm outputs the decrypted value v. 258
� PAdd(c1, c2)→ c′: Taking as input two ciphertexts c1, 259

c2, the algorithm outputs a ciphertext satisfying PDecr- 260

ypt(c1, sk) + PDecry pt(c2, sk) = PDecrypt(c′, sk). 261

D. Observations 262

Observation 1: LoRA A exhibits high cross-client consistency, 263

while LoRA B captures client-specific heterogeneity in federated 264

learning: 265

Prior studies have observed that different components of 266

LoRA play distinct functional roles in adaptation. In particular, 267

existing work shows that, under the federated learning setting, 268

the LoRA A matrices learned by different clients tend to be 269

highly similar even when clients are trained on heterogeneous 270

datasets, whereas the LoRA B matrices exhibit substantially 271

larger divergence across clients [29]. 272

This observation suggests that treating LoRA parameters 273

uniformly during aggregation is unnecessary and potentially 274

inefficient. Instead, parameters should be handled differently, 275
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Fig. 2. Impact of p on the final accuracy.

with aggregation strategies explicitly accounting for their dis-276

tinct statistical and semantic properties across heterogeneous277

clients.278

Observation 2: Most of the effective information in LoRA279

parameters is preserved by the high-order mantissa bits:280

Beyond structural heterogeneity across LoRA components,281

we further investigate redundancy at the numerical representa-282

tion level. During the aggregation stage, we analyze uploaded283

LoRA parameters represented in floating-point format by pro-284

gressively masking the least significant bits of the mantissa.285

Fig. 2 shows that retaining only the first 5 bits of the mantissa286

yields aggregated models whose performance remains highly287

consistent with that obtained using full-precision parameters. p288

corresponds to the number of most significant mantissa bits that289

remain unmasked in the uploaded LoRA parameters. Further290

preserving additional lower-order bits brings negligible perfor-291

mance gains, indicating that these bits contribute little to the292

effective model update.293

This observation implies that LoRA updates exhibit substan-294

tial numerical redundancy, where low-significance mantissa bits295

have minimal impact on aggregation outcomes. Such redun-296

dancy opens up opportunities for more efficient parameter trans-297

mission and protection mechanisms, as aggressive truncation298

of low-order bits can significantly reduce communication or299

encryption overhead without compromising model quality.300

III. METHODOLOGY301

A. Overview302

We propose FL-MPS, a secure and communication-efficient303

aggregation framework specifically designed for federated304

LoRA fine-tuning. In FL-MPS, we leverage the inherent stability305

differences across LoRA parameters in order to apply varying306

levels of protection to different components. Some LoRA param-307

eters converge quickly and remain stable throughout training,308

while others fluctuate significantly due to the non-IID nature of309

the data. Our framework adapts to these variations by selecting310

the appropriate aggregation and encryption strategies for each311

parameter based on its stability.312

The FL-MPS framework consists of two main stages: a313

negotiation-driven secure aggregation stage and a secure aggre-314

gation stage. During the negotiation stage, clients collaboratively315

determine the protection mode for each LoRA parameter. The 316

possible protection strategies include: 317
� Fully homomorphic encryption. 318
� Encryption by a representative client only. 319
� Uploading as a low-bit residual. 320

At each round, clients compute lightweight hashed anchors 321

from the significant bits of each LoRA parameter and generate 322

a precision indicator according to local importance scores based 323

on gradient–weight interactions [30]. These summaries are sent 324

to PS for negotiation. If a sufficiently large number of clients 325

share the same anchor, the parameter is considered to have 326

reached a consensus. In this case, only one representative client 327

performs homomorphic encryption on the high-order bits, while 328

all clients upload only the low-bit residuals. The precision of 329

these residuals is determined dynamically based on the negoti- 330

ated indicator, reducing the need for communication. 331

For parameters that fail to reach consensus—typically unsta- 332

ble or divergent LoRA components—fully homomorphic en- 333

cryption is enforced to protect sensitive updates from exposure. 334

This selective encryption strategy ensures that only the necessary 335

components are fully encrypted, avoiding unnecessary encryp- 336

tion of the entire LoRA matrix for each client. The approach 337

results in significant reductions in both computational and com- 338

munication overhead, making federated LoRA fine-tuning more 339

efficient and scalable. 340

B. Homomorphic Encryption 341

1) Residue-Based PHE Scheme (RBPHE): We now intro- 342

duce an efficient residue-based PHE scheme RBPHE. The goal 343

of RBPHE is to pack a batch of fixed-point numbers into one 344

ciphertext within a flexible encoding range, supporting SIMD 345

operations. We consider the overflow and quantization of gra- 346

dients in real training scenarios, where the gradients follow 347

the nearly Gaussian distribution [19], [31]. BatchCrypt [19] 348

reserves enough bits according to the number of parties to avoid 349

overflow. Thus, the solution is limited to scenarios where the 350

addition number should be predefined. FLASHE [32] uses a 351

STATEful symmetric scheme and assumes a threat model where 352

the aggregation server does not collude with any party. As for 353

FHE-based solutions, such as CKKS [33], can reach the lowest 354

encryption overhead. However, the ciphertext size is much larger 355

than others, which results in large memory and communication 356

overhead. 357

Compared with the existing schemes, RBPHE advances in 358

two aspects. On one side, RBPHE takes less amortized overhead 359

for critical operations. On the other side, RBPHE provides an 360

automatic and flexible encoding range extension method, bal- 361

ancing parameter precision and efficiency. In this way, RBPHE 362

achieves a more efficient batching than the existing schemes. 363

Moreover, since RBPHE avoids gradient clipping through dy- 364

namic range extension, more precise model updates will be 365

preserved. 366

Generally, RBPHE utilizes a residue number system (RNS) 367

to encode a batch of parameters. Specifically, real numbers are 368

converted to residues with a predefined prime modulus so that 369

multiple residues can be encoded into a large integer and referred 370
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to as a package through the Chinese Remainder Theorem (CRT).371

We use two moduli (with a particular condition) for each real372

number and an extra pair of prime moduli to count the addition373

operations within batching. Therefore, RBPHE will convert each374

batch of real numbers into two packages. Instead of directly375

encrypting two packages using PHE, a random mask is used376

to randomize one package and then encode it into the other377

package. In this way, we only encrypt the unmasked package378

to reduce the number of homomorphic operations and improve379

efficiency.380

Intuitively, homomorphic addition will lead to an overflow381

when the aggregated residue of two encoded real numbers is382

larger than the prime modulus. To correctly decode addition383

results beyond the encoding range, we leverage the observation384

that a small decoding difference will be generated when the sum385

of two residues is larger than their modulus. Since each real386

number is encoded using two moduli, a unit difference between387

a pair of moduli will be detected whenever the encoded residue388

grows larger than its modulus. Therefore, we can eliminate the389

effect of overflow by counting unit differences and recovering390

the original real number. We now present a practical implemen-391

tation of RBPHE.392

Setup(λ,L, T ,B): The algorithm takes as input a security393

parameter λ, an encoding bit length L, a maximum addition394

time T , and a batching size B, and outputs public parameters395

{P,Q} and (pk, sk).396

1) Set T ′ = T · 2λ. Pick two primes p0 > T ′, q0 > T and397

two set of primes {p1, p2, . . ., pB}, {q1, q2, . . ., qB} satis-398

fying pi > 2L and (qi − 1) = ki(pi − 1), where integer399

ki > 1.400

2) Run PSetup(λ) to obtain (pk, sk).401

3) Set P = {pi|0 ≤ i ≤ B},Q = {qi|0 ≤ i ≤ B} and out-402

put (pk, sk, {P,Q}).403

Encrypt(R, {P,Q}, pk,θ): The algorithm takes as input an404

encoding range R, parameters θ, and {P,Q}, pk, and outputs a405

ciphertext c, if |θ| ≤ B. Otherwise, it outputs ⊥.406
� If |θ| > |P|, directly output ⊥. Otherwise, pick a mask407

r
$← {0, 1}λ uniformly at random and convert each θi ∈408

θ to residues with pi ∈ P, qi ∈ Q by the following two409

equations (where θi = 0 for i > |θ|):410

〈θi〉pi
=

⌈
θi +R

2R
· (pi − 1)

⌋
+ r · pi − 1

2
(mod pi),

〈θi〉qi =
⌈
θi +R

2R
· (qi − 1)

⌋
+ r · qi − 1

2
(mod qi).

� Set 〈θ0〉p0
=r, 〈θ0〉q0 = 1,R1 = {〈θi〉pi

|0 ≤ i ≤ B},R2411

= {〈θi〉qi |0 ≤ i ≤ N} and evaluate μ1 ← crt(P,R1),412

μ2 ← crt(Q,R2), where crt is the abstracted function of413

CRT.414
� Run c1 ← PEncrypt(pk, μ1) and output c = (c1, μ2).415

Decrypt({P,Q}, sk, c): The algorithm takes as input a ci-416

phertext c and {P,Q}, sk, and outputs parameters θ, if sk and417

c are valid. Otherwise, it outputs ⊥.418
� Parse c = (c1, μ2). If PDecrypt(sk, c1) outputs ⊥, the419

algorithm directly outputs ⊥. Otherwise, it obtains μ1 ←420

PDecrypt(sk, c1).421

Fig. 3. An example of unit difference generated by homomorphic addition,
p = 9, q = 17 (q is not required to be a prime in this case).

� For i← 1 to N : 422

1) Compute 〈θi〉pi
= μ1 − r · pi−1

2 (mod pi), 〈θi〉qi = 423

μ2 − r · qi−12 (mod qi), ki =
qi−1
pi−1 . 424

2) If 〈θi〉qi < 〈θi〉pi
· k, set 〈θi〉qi = 〈θi〉qi + qi. 425

3) Compute unit difference uniti = ki − 1 and overflow 426

time ti =
〈θi〉qi−ki·〈θi〉pi

ki−1 . 427

4) Recover the value θi = (〈θi〉pi
+ t · p−M · p−12 ) · 428

2
p−1 . 429

� Output {θi|1 ≤ i ≤ B}. 430

Add(c, c′): The algorithm takes as input two ciphertexts 431

c and c′ and outputs a new ciphertext cAdd, satisfying 432

Decrypt(sk, cAdd) = Decrypt(sk, c) +Decrypt(sk, c′). 433
� Parse c = (c1, μ2), c

′ = (c′1, μ
′
2). 434

� Evaluate cAdd ← PAdd(c1, c
′
1) and μAdd = μ2 + μ′2. 435

� Output (cAdd, μAdd). 436

Mul(c, β)→ c′: The algorithm takes a ciphertext c and an in- 437

teger coefficient β ∈ Z as inputs, it outputs a new ciphertext c′ so 438

that Decrypt(sk, c′) = Decrypt(sk, c)⊗ {β, β, . . . }, where 439

⊗ indicates the element-wise multiplication. 440

The proposed RBPHE inherits the homomorphic addition 441

algorithm Add from PHE by leveraging the homomorphism of 442

RNS. In particular, a basic prime pair 〈p0, q0〉 is used as a counter 443

of addition operations for the encoded elements. All encoded 444

elements and their addition times will be added when performing 445

element-wise addition on two ciphertexts for the correctness 446

of decoding. To correctly decode the addition results beyond 447

the encoding range [−R,R], resolving the overflow issue, we 448

leverage the observation that a small decoding difference will 449

be generated when the sum of two residues is larger than their 450

modulus. Since each real number is encoded with two moduli, a 451

unit difference between a pair of moduli pi, qi will be detected 452

whenever the encoded residue grows larger than its modulus. 453

Therefore, we can eliminate the effect of overflow by counting 454

the number of unit differences and recovering the original real 455

number. (an example is shown in Fig. 3). 456

Generally, RBPHE utilizes a residue number system (RNS) 457

to encode a batch of parameters into a large integer. Specifically, 458

in the Encrypt algorithm, real numbers {gi} are converted to 459
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residues with predefined prime modulus so that multiple residues460

can be encoded into a large integer and referred to as a package461

through the Chinese Remainder Theorem (CRT). We set two462

modulus pi, qi (with a special condition (qi − 1) = ki(pi − 1))463

for each real number and use an extra pair of prime modulus464

p0, q0 to count the addition operations when packing a batch of465

real numbers. Therefore, each batch of real numbers will be con-466

verted into two packages μ1, μ2 by RBPHE. Instead of directly467

encrypting two packages using PHE, a random mask r will be468

generated to randomize one package and encode it in the other469

package. In this way, we can only encrypt the unmasked package470

to reduce the number of homomorphic operations and improve471

efficiency. Please note that RBPHE naturally supports homo-472

morphic addition due to the homomorphism of RNS and PHE.473

The proposed RBPHE inherits the homomorphic addition474

algorithm Add from PHE by leveraging the homomorphism475

of RNS. In particular, a basic prime pair 〈p0, q0〉 is used as a476

counter of addition operations for the encoded elements. All477

encoded elements and their addition times will be added when478

performing element-wise addition on two ciphertexts for the479

correctness of decoding. Intuitively, homomorphic addition will480

lead to an overflow when the aggregated residue of two encoded481

real numbers is larger than the prime modulus. To correctly482

decode the addition results beyond the encoding range [−R,R],483

we leverage the observation that a small decoding difference will484

be generated when the sum of two residues is larger than their485

modulus. Since each real number is encoded with two moduli, a486

unit difference (shown in step 3) between a pair of moduli pi, qi487

will be detected whenever the encoded residue grows larger than488

its modulus. Therefore, we can eliminate the effect of overflow489

by counting the amount of unit differences and recovering the490

original real number.491

As for the multiplicative homomorphism of RBPHE, the492

implementation only supports the multiplication of a ciphertext493

and a constant integer vector. Besides, the addition times for all494

elements in the encoded number should be equal. Fortunately,495

RBPHE can be extended to support element-wise integer multi-496

plication by introducing multiple basic prime pairs, as (p0, q0)497

picked in the Setup algorithm, to record addition times for each498

element. However, the additional prime pairs will decrease the499

maximum batch size and affect efficiency, which is not necessary500

for our study.501

RBPHE supports batching a vector of gradients into a sin-502

gle ciphertext and performing element-wise homomorphic op-503

erations in the ciphertext. In RBPHE, amortized overhead504

is affected by the encoding batch size B, namely the num-505

ber of gradients in each ciphertext. Although a larger batch506

size will improve the efficiency of the exploring phase, the507

upper bound of the batch size is determined by the secu-508

rity and precision of RBPHE, which will be discussed in509

Section IV-A. Security of RBPHE.510

2) Encoding Precision and Batching Size: Since each param-511

eter θi is encoded using two primes pi, qi, satisfying 2L < pi <512

qi, the encoding precision is determined by the smaller prime pi.513

Assuming that the encoding range is [−R,R], the precision can514

be implicitly inferred by 2R
pi−1 ≤

R
2L−1 . If the rounding operation515


·� is used to round an input to its nearest integer, then the upper516

Algorithm 1: Parameter-Level Negotiation of FL-MPS.
INPUT: Number of clients N , threshold m, bits of sign and

exponent S
OUTPUT: Negotiation table T = {(sj , rj , pj)}Mj=1

ClientProposal i
1: Perform local LoRA fine-tuning and obtain (Ai, Bi)
2: Flatten parameters: θi ← flatten(Ai, Bi)
3: for j ← 1 TO M do
4: Compute the importance score and derive precision

pij
5: Extract anchor bits: aij ← ExtractBits(θij , 0, S)
6: Compute the hash: hi

j ← Hash(aij)
7: end for
8: Upload {(hi

j , p
i
j)}Mj=1 to the server

ServerNegotiation
9: for j ← 1 TO M do

10: Collect hashes {hi
j}Ni=1

11: if at least m clients share an identical hash then
12: sj ← 1
13: rj ← selected client with the majority hash
14: pj ← negotiate({pij}Ni=1)
15: else
16: sj ← 0, rj ← −1, pj ← ∅

17: end if
18: end for
19: Broadcast negotiation table T to all clients

bound of the maximum decoding error should be R
pi−1 ≤

R
2L . 517

However, RBPHE can flexibly extend its encoding range when 518

necessary. Intuitively, leveraging the addition times encoded 519

with q0, the maximum encoding range can be extended to 520

[−q0R, q0R]. In this way, the maximum addition time regarding 521

q0, pi, qi can be computed by min(q0, � qi(pi−1)
qi−pi

)�, which is 522

usually large enough for real-world FL applications. 523

The maximal batching size is determined by the key size of 524

PHE, the maximum addition time T , and the primes used in 525

RBPHE. Assuming ZK is the input space of PHE according to 526

the security parameter λ, μ1 ≤ K should hold to guarantee the 527

correctness of RBPHE. We can first generate enough, say as B′, 528

primes P̃ = {pi|1 ≤ i ≤ B′} under a given bit length L. Note 529

that each prime pi satisfies the condition that there exist another 530

prime qi and an integer ki holding qi − 1 = ki(pi − 1). Besides, 531

p0 can also be determined by T · 2λ. Therefore, the maximal 532

batching size can be determined by increasingB until
∏B

i=0 pi ≥ 533

K. The minimal batching size is related to the security of RBPHE 534

and will be discussed in Section IV-A. Security of RBPHE. 535

C. Negotiation Phase 536

The negotiation phase in FL-MPS is a collaborative process 537

where clients exchange key information to dynamically deter- 538

mine the appropriate protection mode for each LoRA parameter. 539

This phase is crucial for ensuring both privacy and computational 540

efficiency, as it enables clients to adaptively select encryption 541

strategies based on parameter stability, reducing unnecessary 542
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overhead during the aggregation phase. During each training543

round, the negotiation phase proceeds through two stages, an-544

chor negotiation and precision indicator negotiation, which are545

executed as described in Algorithm 1.546

1) Security–Efficiency Trade-Off: FL-MPS formulates pa-547

rameter protection as a constrained optimization problem. For548

the j-th LoRA parameter, the negotiation output is denoted by549

Tj = (sj , rj , pj), (1)

where sj ∈ {0, 1} indicates whether anchor negotiation suc-550

ceeds, rj is the representative client, and pj is the residual551

precision. The objective is552

min
{sj ,pj}Mj=1

M∑
j=1

[Cj(sj , pj) + λQj(pj) + βEj(sj , pj)]

s.t. pmin ≤ pj ≤ pmax,

sj ∈ {0, 1}, j = 1, . . . ,M. (2)

Here,Cj(sj , pj)denotes the computation and communication553

cost, Ej(sj , pj) denotes the plaintext information exposure, and554

Qj(pj) denotes the approximation error introduced by residual555

truncation. Specifically, Ej(sj , pj) captures the leakage caused556

by transmitting residual bits in plaintext. When sj = 0, the557

whole parameter is encrypted by RBPHE and Ej(sj , pj) is min-558

imized. When sj = 1, the high-order anchor is encrypted while559

the residual is uploaded in plaintext, so Ej(sj , pj) increases560

with the negotiated residual precision pj . The coefficients λ and561

β control the relative importance of model utility and privacy562

leakage, respectively.563

This formulation captures the core design goal of FL-MPS:564

minimizing cryptographic and communication overhead while565

penalizing both information leakage and aggregation error. A566

smaller pj reduces communication cost and leakage but in-567

creases approximation error, whereas a larger pj improves ag-568

gregation fidelity at the cost of exposing more residual bits. If569

anchor negotiation fails, FL-MPS sets sj = 0 and falls back to570

full encryption, which minimizes plaintext leakage but increases571

cryptographic cost. Since solving this mixed-integer problem572

exactly at every round is expensive, FL-MPS uses anchor consis-573

tency and importance-aware precision negotiation as an efficient574

online approximation. In our experiments, the privacy-efficiency575

behavior of this objective is reflected through the negotiated576

precision range p ∈ [pmin, pmax] and the negotiation threshold577

m. The threshold m does not appear as an independent opti-578

mization variable, but it determines the negotiation outcome sj :579

a larger m imposes a stricter agreement condition and causes580

more parameters to fall back to full encryption, while a smaller581

m increases the proportion of split-protected parameters.582

2) Anchor Negotiation: Each client Pi maintains a set of583

LoRA update components and flattens them into a one-584

dimensional vector585

vec(Δθi) =
(
θi1, θ

i
2, . . . , θ

i
M

)
,

where each element θij represents a LoRA update encoded in a586

fixed-length binary format (e.g., IEEE-754 32-bit float or 64-bit587

double). During the t-th communication round, the j-th LoRA588

update element of client Pi is denoted by 589

θij,t, i ∈ [1, N ], j ∈ [1,M ].

In traditional FL, client Pi directly uploads θij,t to the pa- 590

rameter server (PS). In secure mmodel aggregation (SMA), Pi 591

instead uploads Enc(θij,t), which encrypts every parameter uni- 592

formly. However, fully encrypting all LoRA parameters in every 593

round results in substantial computational and communication 594

overhead, especially when LoRA ranks, or client numbers, are 595

large. 596

To address this issue, our framework introduces a lightweight 597

preprocessing step before uploading. Specifically, for each up- 598

date element θij,t, client Pi selects an anchor aij,t. Since each 599

θij,t is treated as a fixed-length binary string, we extract anchors 600

from the significant bits-the sign bit and exponent bits in the 601

IEEE-754 representation. 602

Formally, let θij,t consist of S bits. We define the anchor 603

extracted by client Pi as 604

aij,t = ExtractBits(θij,t, 0, S),

where S bits correspond to the sign and exponent. These bits 605

capture the coarse-grained scale and direction of the update and 606

tend to be more stable across clients, which makes them suitable 607

for cross-client negotiation. 608

For security reasons, participants cannot make proposals in 609

plaintext. Assume that a secure hash function H(·) is available 610

globally and a key pair (pki, ski) is set up beforehand for 611

each Pi for secure communication. Then the negotiation begins 612

with a global random number generation. Each Pi generates 613

a random number si and encrypts it as s̃ipkj
= Enc(pkj , s

i). 614

Then Pi sends the message to Pj , i, j ∈ [1, n], i �= j. Upon 615

receiving s̃jpki
from other participants, Pi decrypts the message 616

and obtains sj = Dec(ski, s̃
j
pki

). In this way, each participant 617

Pi can calculate a global random number s̄ =
∑n

j=1 s
j . In every 618

iteration, Pi calculates hi
j,t = H(aij,t ⊕ s̄) and sends hi

j,t to the 619

PS as an anchor proposal of a parameter θij,t, where ⊕ defines 620

an XOR operation. 621

After clients upload their local updates, PS identifies repre- 622

sentative participants for each model parameter. For a parameter 623

θj , the PS sorts the proposed anchor values from all clients and 624

counts the frequency of each unique value. If a value appears at 625

least m times, the corresponding client is randomly selected as 626

the representative for that parameter; otherwise, a placeholder 627

is used to indicate no valid representative. 628

3) Precision Indicator Negotiation: To enable computation- 629

and communication-efficient parameter exchange in our feder- 630

ated LoRA training framework, we introduce an importance- 631

driven precision indicator negotiation mechanism. This module 632

determines the bit-level precision used for each LoRA residual 633

update by leveraging the heterogeneous parameter importance 634

across clients. The negotiation protocol ensures that highly influ- 635

ential parameters are transmitted with higher fidelity, while less 636

critical parameters adopt lower-precision encodings to reduce 637

overall overhead. 638
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Following the idea of AdaLoRA, each client computes an639

importance score for every updated LoRA triplet after local fine-640

tuning. Let the LoRA update be ΔWi = BiAi for client i. For641

the j-th component, we define its importance as:642

si,j = Īi,j · Ūi,j , (3)

where Īi,j denotes the exponential moving average (EMA)643

of the gradient-based sensitivity Ii,j = |wi,j · gi,j |, with wi,j644

being the parameter value and gi,j its corresponding gradient.645

Ūi,j quantifies the local uncertainty of the sensitivity estimate,646

computed as the EMA of the deviation between the current647

sensitivity Ii,j and its smoothed value Īi,j . This combined score648

captures both the parameter’s impact on the loss and the stability649

of the estimate, providing a principled basis for dynamic triplet650

selection or precision allocation.651

Each client maps its continuous importance scores into an652

integer-valued precision indicator, pij ∈ Z
+, which determines653

the bit-width used for the corresponding residual. Higher impor-654

tance values are mapped to higher precision levels so that critical655

updates can be preserved under quantization and encryption.656

To reach a global consensus, PS collects the precision pro-657

posals {pij} from all clients and performs a mode operation to658

derive the final negotiated precision:659

pj = negotiate
({

p1j , p
2
j , . . . , p

M
j

})
.

This value is treated as the globally accepted bit-width for the660

j-th parameter’s residual. The negotiation process occurs jointly661

with the anchor negotiation module, although the precision662

indicators are exchanged in plaintext.663

The PS communicates the negotiation outcome using a struc-664

tured triplet for each parameter:665

Tj = (sj , rj , pj) , (4)

where sj ∈ {0, 1} indicates whether consensus was reached, rj666

denotes the representative client index used for anchor extrac-667

tion, and pj specifies the final precision level.668

D. Aggregation Phase669

The aggregation phase in our FL-MPS framework is designed670

to securely and efficiently combine model parameters from671

multiple clients, as shown in Algorithm 2. It occurs after the672

negotiation phase, where clients share information about pa-673

rameter precision and agree on the best representations for each674

parameter. This phase ensures the preservation of privacy while675

reducing communication overhead through the use of model676

parameter splitting and homomorphic encryption.677

In this phase, after completing the negotiation, each client678

receives a triplet table T = (s, r, p). If the negotiation for a679

parameter fails (i.e., sj = 0), the client encrypts the entire680

parameter using RBPHE to ensure full confidentiality during681

aggregation. When the negotiation succeeds (i.e., sj = 1), the682

uploading behavior becomes parameter-dependent: only the rep-683

resentative client, identified by the condition rj being equal to its684

own client ID, encrypts and uploads the anchor, corresponding685

to the first S bits of the parameter. All clients, regardless of686

whether they are selected as the representative, upload the resid- 687

ual part (S, S + pj) in plaintext. This split transmission strategy 688

substantially reduces communication overhead while preserving 689

the privacy of the most sensitive portion of the parameter. 690

After receiving all encrypted anchors and plaintext resid- 691

uals, the parameter server (PS) performs aggregation strictly 692

following the triplet table T = (s, r, p) associated with each 693

parameter. For parameters whose negotiation fails, the PS di- 694

rectly aggregates the fully encrypted values by operating ho- 695

momorphically on the ciphertexts; specifically, RBPHE allows 696

secure summation in the encrypted domain without exposing 697

any intermediate information. In contrast, for parameters with 698

successful negotiation, the PS processes the anchor and residual 699

parts separately. The anchored segment, contributed only by the 700

representative client, is forwarded unchanged to all clients in 701

the next round. The residual segment, collected in plaintext 702

from all clients, is averaged at the PS and the aggregated 703

residual is then distributed back to the clients. Through this 704

split aggregation strategy, FL-MPS preserves the confidentiality 705

of high-sensitivity parameter bits while significantly reduc- 706

ing communication and computation overhead on the server 707

side. 708

Overall, the FL-MPS protocol integrates parameter splitting, 709

precision-aware negotiation, and hybrid encrypted–plaintext 710

aggregation into a unified workflow. By isolating the high- 711

sensitivity anchor bits and protecting them with homomor- 712

phic encryption while allowing low-sensitivity residuals to be 713

transmitted and aggregated in plaintext, the proposed method 714

achieves a fine-grained balance between privacy preservation 715

and communication efficiency. The negotiation mechanism 716

further reduces unnecessary encryption overhead by enabling 717

clients to collaboratively agree on representative anchors and 718

shared precision levels. Together, these design choices make 719

FL-MPS particularly well-suited for large-scale federated LoRA 720

fine-tuning, where the volume and sparsity of parameter updates 721

naturally align with the split-and-protect strategy embedded into 722

our framework. 723

IV. SECURITY ANALYSIS 724

A. Security of RBPHE 725

Intuitively, RBPHE guarantees the irrecoverability of param- 726

eters for SMA sinceμ1 is encrypted under PHE andμ2 is masked 727

with a random value. However, one may still be concerned about 728

the semantic information leaked by RBPHE, e.g., whether μ2 729

promotes the advantage of an adversaryA to disclose private in- 730

formation. Therefore, we formally prove the indistinguishability 731

under the chosen plaintext attack (IND-CPA) of RBPHE. The 732

security game of IND-CPA of RBPHE can be briefly abstracted 733

by the following steps: 734

1) A chooses θ0,θ1 for a participant with pk. 735

2) The participant randomly picks b
$← {0, 1} and sends c← 736

Encrypt(R, {P,Q}, pk,θb) to A. 737

3) As long as A desires, it can further request the ciphertext 738

of any θ from the participant. 739

4) A outputs b′ and wins if b′ = b. 740



ZHU et al.: FL-MPS: SECURE FEDERATED LLM FINE-TUNING VIA ADAPTIVE PARAMETER SPLIT AND EFFICIENT NEGOTIATION 9

Algorithm 2: Parameter-Level Agggregation of FL-MPS.
INPUT: Number of clients N , anchor length S, Negotiation

table T = {(sj , rj , pj)}Mj=1

OUTPUT: Updated global model parameters
ClientUpload i

1: for j ← 1 TO M do
2: if sj = 0 then
3: cij ← RBPHE.Enc(θij)
4: Upload cij
5: else
6: if rj = i then
7: caij ← RBPHE.Enc(aij)
8: Upload caij
9: end if

10: ui
j ← Extract residual bits in (S, S + pj)

11: Upload dij
12: end if
13: end for

ServerAggregation
14: for j ← 1 TO M do
15: if sj = 0 then
16: cj ←

∑N
i=1 c

i
j

17: else
18: caj ← Anchor from rj client caij
19: uj ← 1

N

∑N
i=1 u

i
j

20: end if
21: end for
22: Distribute global model

We first focus on μ2 generated by the Encrypt algorithm be-741

cause it is exposed to the adversaryA directly.A can decompose742

μ2 to the residues {〈θi〉qi |1 ≤ i ≤ N} (and 〈θ0〉q0 = 1) with743

the modulus {qi|1 ≤ i ≤ N}. Since each 〈θi〉qi is masked by744

r · qi−12 within Zqi , we claim that there only exist two strategies745

forA to win the security game with a non-negligible advantage.746

Given θ0,θ1, 〈θ〉 = {〈θi〉qi |1 ≤ i ≤ N}, A747
� computes the difference between each two residues748

〈θi〉qi − 〈θj〉qj for any i �= j;749
� or solves r with θ0 and 〈θ〉, or θ1 and 〈θ〉.750

Theorem IV.1: Given θ = {θi|1 ≤ i ≤ B}, the advantage for751

an adversary A to distinguish 〈θi〉qi − 〈θj〉qj (i �= j) from the752

difference vi − vj of two random values vi ∈ Zqi and vj ∈ Zqj753

is negligible.754

Proof: For k ∈ {i, j}, 〈θk〉qk has the following form:755

〈θk〉qk = θ̃k + r(qk − 1)/2 (mod qk),

where θ̃k =
⌈
θk+R
2R · (qk − 1)

⌋
. Since qk is a prime, qk−1

2 is a756

generator of Zqk . With the knowledge of θi and θj , the consis-757

tency of 〈θi〉qi − 〈θj〉qj can be reduced to the indistinguisha-758

bility between π1 = r · qi−12 (mod qi)− r · qj−12 (mod qj) and759

π2 = vi − vj of two random values vi, vj . Generally, r can be760

redefined by qi and qj :761

r = ai · qi + bi = aj · qj + bj ,

where ai, aj , bi, bj ∈ Z. Therefore, π1 is statistically identical 762

to bi · qi−12 (mod qi)− bj · qj−12 (mod qj). Since r is randomly 763

picked and qi �= qj , bi and bj are independently random to A. 764

In other words, the adversary A can hardly distinguish π1 from 765

π2. � 766

Theorem IV.2: Given θ = {θi|1 ≤ i ≤ B}, the advantage for 767

an adversary A to solve r from 〈θ〉 = {〈θi〉qi |1 ≤ i ≤ B} is 768

negligible under the hardness of Hilbert’s tenth problem [34]. 769

Proof: To secure the consistency of r, we prove thatA cannot 770

determine whether there exists a solution of r, or recover r with 771

the following equations in polynomial time: 772{
〈θi〉qi = θ̃i + r · qi − 1

2
(mod qi)

∣∣1 ≤ i ≤ B
}
,

where θ̃i =
⌈
θi+R
2R · (qi − 1)

⌋
. It is equivalent to solving r and 773

ni from the following equation under the constraint that ni ∈ Z. 774⎛
⎜⎜⎜⎜⎝

q1−1
2 q1 0 · · · 0

q2−1
2 0 q2 · · · 0
...

...
...

. . .
...

qB−1
2 0 0 · · · qB

⎞
⎟⎟⎟⎟⎠

⎛
⎜⎜⎜⎜⎝

r

n1

...

nB

⎞
⎟⎟⎟⎟⎠ =

⎛
⎜⎜⎜⎜⎝
θ̃′1
θ̃′2
...

θ̃′B

⎞
⎟⎟⎟⎟⎠ ,

where θ̃′i = 〈θi〉qi − θ̃i. Therefore, the advantage of solving r is 775

reduced to solvingB + 1 integers (r, n1, . . . , nB)with the above 776

B + 1 Diophantine equations, which is a case of Hilbert’s tenth 777

problem under the constraints that 0 ≤ r ≤ 2λ and 0 ≤ ni ≤ 778
2λ

qi
. Solving the equation has been proved to be NP-complete 779

[35] and it has been proved that the Hilbert tenth problem is 780

undecidable for polynomials with 13 variables [36]. Therefore, 781

we can set a batch size no less than the lower bound 13 to ensure 782

that A cannot solve r. � 783

Theorem IV.3: Assuming Theorems IV.1 and IV.2 hold, 784

RBPHE achieves IND-CPA if PHE achieves IND-CPA. 785

Proof: Recall that (P,Q, pk) are public parameters gen- 786

erated by the Setup algorithm. We construct a probabilistic 787

polynomial-time (PPT) simulator S as follows. Taking as input 788

(P,Q, pk) and a vector θ, S outputs⊥ if |θ′| > |P|. Otherwise, 789

S picks v
$← Z

|θ|
n and μ′

$← Zn uniformly at random, where 790

Zn is the input space of PHE using the same security parame- 791

ter as RBPHE. Then S evaluates c′ ← PEncrypt(pk, μ′) and 792

encodes v with Q to obtain μ′2. Finally, S outputs (c′, μ′2). 793

For any encoding range R, we prove the indistinguishabil- 794

ityEncrypt(R, {P,Q}, pk,θ) c≈ S({P,Q}, pk,θ) via the fol- 795

lowing hybrid argument: 796

Hyb0 Taking as input (R, {P,Q}, pk,θ), the algorithm 797

Encrypt of RBPHE outputs (c, μ2). 798

Hyb1 Same as Hyb0 except that the algorithm picks μ′
$← Zn 799

instead of encoding θ to μ1 with P and encrypting μ1 to c. 800

The algorithm evaluates c′ ← PEncrypt(pk, μ′) and outputs 801

(c′, μ2). Since PHE achieves IND-CPA, this hybrid is indis- 802

tinguishable from Hyb0. 803

Hyb2 Same as Hyb1 except that the algorithm picks v
$← Z

|θ|
n 804

and encodes v to μ′2 withQ instead of encoding θ to μ2 with 805

Q. Assuming Theorem IV.2 holds, a PPT adversary can distin- 806

guish μ′ from μ with a negligible probability. Therefore, this 807
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hybrid outputs the view of S({P,Q}, pk,θ) and is statically808

identical to Hyb1.809

�810

Given the proof of security of RBPHE, we can di-811

rectly conclude the security of the RBPHE-based aggrega-812

tion protocol. For parameters whose negotiation fails, FL-813

MPS falls back to full encrypted aggregation using RBPHE.814

For parameters whose negotiation succeeds, the high-order815

anchor bits are encrypted by the representative client us-816

ing RBPHE, while only the negotiated residual bits are up-817

loaded in plaintext. Therefore, the encrypted parts inherit the818

semantic security of RBPHE, and the remaining FL-MPS-819

specific questions are whether hashed anchor negotiation and820

plaintext residual transmission reveal enough information for821

reconstruction.822

B. Residual Leakage and Inversion Resistance823

During anchor negotiation, clients do not send anchor values824

directly. Instead, each client sends a hash value computed from825

the anchor and a round-dependent random seed. Under the826

preimage resistance of the hash function, the server can identify827

whether multiple clients submit the same protected anchor in828

the same round, but cannot recover the anchor value itself.829

Therefore, anchor negotiation reveals an equality pattern used830

for representative selection, not the sign, exponent, or magnitude831

of any individual parameter.832

Although FL-MPS uploads residual bits in plaintext for833

successfully negotiated parameters, the residual alone does834

not reveal the complete LoRA update. For a parameter θij,t,835

FL-MPS decomposes its representation into an anchor aij,t,836

a residual ui
j,t with precision pj , and a truncated tail zij,t.837

The anchor contains high-order numerical information, such838

as sign, exponent, and coarse magnitude, while the residual839

only represents a limited-precision offset within the range de-840

termined by the hidden anchor. Given only ui
j,t, the server841

still needs to infer both aij,t and zij,t. If the anchor length842

is S and the truncated tail length is dr, then each ob-843

served residual is consistent with 2S+dr possible parameter844

values.845

Theorem IV.4: Given a plaintext residual ui
j,t with precision846

pj , and assuming that the anchor aij,t is hidden from the semi-847

honest server, the server’s remaining uncertainty about θij,t is at848

least S + dr bits.849

Proof: The residual fixes only the middle pj bits of the850

parameter representation. The high-order anchor bits and the851

truncated lower-order bits remain unknown. Thus, for each852

residual pattern, there exist 2S+dr feasible parameter values con-853

sistent with the server’s observation. Since gradient inversion at-854

tacks require sufficiently accurate update values and their cross-855

coordinate structure, the plaintext residual alone is insufficient856

to reconstruct the original LoRA update or the client’s private857

data. �858

We further consider multi-round and cross-parameter ob-859

servations. Plaintext residuals can reveal bounded low-order860

numerical fragments over multiple rounds, and therefore they861

should not be interpreted as zero leakage. However, FL-MPS 862

does not expose the corresponding high-order anchors to the 863

server, and parameters that fail to reach stable consensus fall 864

back to full encryption. As a result, the server observes frag- 865

mented residual coordinates without the full scale and direction 866

information needed to assemble an accurate client update vector. 867

Cross-parameter correlations may provide auxiliary statistical 868

information, but they do not remove the ambiguity of the hidden 869

anchors. If an anchor were leaked outside the protocol, the 870

residual would indeed become more informative; this is why 871

FL-MPS encrypts anchors and treats anchor visibility as part of 872

the protected state. 873

C. Adaptive and Colluding Participants 874

For client-side inference, an honest-but-curious client may 875

subtract its own residual from the aggregated residual, but 876

this only reveals the sum of residuals from the remaining 877

clients. As long as fewer than N − 2 clients collude, at least 878

two honest clients remain mixed in the aggregate, and no in- 879

dividual residual can be uniquely determined. Encrypted an- 880

chors and fully encrypted parameters similarly do not reveal 881

another client’s individual contribution to non-representative 882

clients. 883

We next consider a stronger collusion scenario beyond the 884

semi-honest model, where malicious clients coordinate anchor 885

proposals or randomness contributions to manipulate negotia- 886

tion. The thresholdm controls the minimum number of matching 887

protected anchors required for split protection. A coalition con- 888

trolling at least m clients may fabricate consensus and enlarge 889

the plaintext residual surface, whereas a smaller coalition fails to 890

meet the agreement condition and triggers full RBPHE fallback. 891

Thus, m does not eliminate active collusion, but raises the 892

coalition size required to manipulate negotiation. 893

The randomness used in anchor hashing has a similar bound- 894

ary. Since the global seed is generated from client-side contribu- 895

tions, it remains unpredictable as long as at least one participant 896

contributes fresh randomness honestly. Under this condition, the 897

same anchor is mapped to different hash values across rounds, 898

preventing direct cross-round linking of anchor hashes. More- 899

over, assuming the preimage resistance of the hash function [37], 900

anchor values themselves are still not directly recovered from 901

the hashes. 902

Finally, representative selection follows the negotiation out- 903

come and is performed for each parameter in each round, rather 904

than assigning a fixed representative role to any client. Stable 905

anchors may still cause some clients to be repeatedly selected 906

across epochs, leading to workload imbalance or persistent 907

equality patterns. Since representatives upload encrypted an- 908

chors rather than plaintext anchors, repeated selection does not 909

directly expose anchor values, but it may increase the risk of 910

persistent leader control or collusive manipulation. This can be 911

mitigated in deployment through representative rotation or veri- 912

fiable election mechanisms, as suggested by BFT and PoS-style 913

consensus studies [38], [39]. Designing a full consensus-based 914

election layer is orthogonal to FL-MPS and is left as future work. 915
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TABLE I
COMPARISON OF FL-MPS WITH BASELINES

V. EVALUATION916

A. Experimental Setup917

We have implemented FL-MPS and evaluated our solu-918

tion comprehensively. All experiments were conducted on a919

Linux server with Intel(R) Xeon(R) Gold 6248 CPU running at920

2.50 GHz on 20 cores and 232 GB of RAM. In our FL setup, we921

assume the presence of 10 clients. We proceed to apply the Shep-922

herd framework’s second data partitioning technique to divide923

the residual data from the Dolly dataset into 10 distinct portions.924

Each of these portions corresponds to an individual client’s local925

instruction dataset. We conduct a total of 10 communication926

rounds. Each client performs one epoch of local training with927

their respective instruction datasets. We initialize the model928

with the 7B LLaMA model. The model remains frozen during929

training. We apply LoRA to all linear layers with a rank of 4 to930

boost adaptation capabilities. We employ the Adam optimizer to931

update LoRA parameters with a batch size of 64 and a learning932

rate of 3e-4. We set the maximum input sequence length to 512.933

The derived model is referred to as Shepherd-7B.934

Besides, we investigate how key system parameters affect the935

performance of FL-MPS, with a particular focus on m and p.936

These two parameters play a critical role in the negotiation phase.937

Specifically, m denotes the minimum ratio required for param-938

eter agreement, while p controls the numerical precision used939

during parameter protection and aggregation. Unless otherwise940

stated, we set m = 0.3 and vary p within the range [5,10] as the941

default configuration.942

B. Experimental Result943

Performance: We compare FL-MPS with FedIT and FLoRA,944

two representative federated LoRA fine-tuning baselines [12],945

[13], as well as two privacy-preserving baselines, FedShield-946

LLM [16] and DP-LoRA [15]. FedIT integrates LoRA into947

the FedAvg framework, while FLoRA improves aggregation by948

introducing a stacking strategy to mitigate averaging-induced949

errors. FedShield-LLM protects LoRA fine-tuning with homo-950

morphic encryption and pruning, and DP-LoRA provides pri-951

vacy protection by injecting Gaussian noise into LoRA adapter952

weights. For a fair comparison, all methods use an identical953

LoRA rank of 4. Table I summarizes the final performance954

on the MMLU benchmark. We evaluate model performance955

using accuracy on a multiple-choice question answering (Q&A)956

validation set. For each question, the model is required to select957

one option from a fixed set of candidate answers. A prediction958

is considered correct if the selected option matches the ground-959

truth answer.960

FL-MPS achieves competitive performance compared with961

existing baselines on both the Dolly and Wizard subsets. As962

Fig. 4. Training performance and negotiation dynamics of FL-MPS.

TABLE II
ABLATION STUDY OF FL-MPS VARIANTS

shown in Table I and Fig. 4(a), FL-MPS improves the accuracy 963

from 39.28 to 40.31 on Dolly and from 40.28 to 41.92 on 964

Wizard when compared with FedIT. Compared with the privacy- 965

preserving baselines, FL-MPS also achieves higher accuracy 966

than FedShield-LLM and DP-LoRA on both subsets. This sug- 967

gests that uniformly applying strong protection or noise injection 968

may affect model utility, whereas FL-MPS protects high-order 969

anchor information with RBPHE while exposing only bounded 970

residuals with negotiated precision. Although FLoRA achieves 971

the highest accuracy, FL-MPS remains competitive while pro- 972

viding parameter-level privacy protection through negotiation 973

and split aggregation. 974

We further conduct an ablation study in Table II. Full Enc 975

applies full-parameter RBPHE aggregation, while Full p uses 976

full residual precision (p = 23) under the split aggregation 977

framework. FL-MPS outperforms both variants, indicating that 978

directly encrypting all parameters or aggregating full-precision 979

residuals does not necessarily improve performance. Instead, 980

the proposed negotiation and selective protection mechanisms 981

introduce an implicit regularization effect by partially suppress- 982

ing noisy or low-consensus LoRA updates during aggregation, 983

thereby mitigating the accumulation of aggregation noise com- 984

monly observed in FedAvg-based LoRA fine-tuning. Moreover, 985

the training curves reveal that Full Enc exhibits noticeably larger 986

fluctuations during training. This instability can be attributed 987

to the additional numerical error introduced during encrypted 988

aggregation, where model parameters must be encoded and 989

quantized before applying RBPHE. In contrast, FL-MPS selec- 990

tively aggregates high-consensus parameters through negotia- 991

tion, which mitigates the impact of these errors and results in a 992

smoother optimization trajectory and more stable convergence. 993

Beyond final accuracy, we further examine the effectiveness 994

of the negotiation mechanism by analyzing the evolution of 995

successfully negotiated parameters across training epochs, as 996

shown in Fig. 4(b). We observe that the proportion of parameters 997

reaching consensus through negotiation increases steadily as 998

training proceeds, indicating that clients gradually converge on a 999

more consistent set of LoRA updates. This trend suggests that the 1000
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Fig. 5. Trade-off analysis and runtime breakdown of FL-MPS.

Fig. 6. Cryptographic time cost per epoch under different parameter protection
strategies.

negotiation process is not only stable but also progressively ef-1001

fective in filtering out low-agreement updates, thereby enabling a1002

larger fraction of parameters to be safely and jointly aggregated.1003

Fig. 5(a) illustrates the relationship between the negotiation1004

prefix length S, negotiation success rate, and model accuracy.1005

As the S increases, the negotiation success rate gradually de-1006

creases because longer S impose stricter matching conditions1007

on parameter anchors, making it harder for clients to reach1008

agreement during negotiation. In terms of model performance,1009

the accuracy peaks at 9 bits. When the prefix is too short (e.g.,1010

7 bits), the anchor representation becomes overly coarse, which1011

may introduce minor inconsistencies in parameter protection1012

decisions. In contrast, when the prefix becomes too long (e.g.,1013

11 bits), the negotiation success rate drops noticeably, meaning1014

that fewer parameters can be handled through the anchor-based1015

mechanism and more parameters fall back to full protection,1016

which introduces additional numerical errors during encrypted1017

aggregation and slightly perturbs the training dynamics. As a1018

result, 9 bits achieves the best trade-off between negotiation1019

efficiency and model performance in our framework.1020

Overall, these results indicate that the proposed negotiation1021

and protection mechanisms do not harm the learning effective-1022

ness, and may even lead to marginal performance gains under1023

certain settings.1024

Efficiency: We further evaluate the efficiency of our method1025

by comparing the cryptographic overhead with a RBPHE-only1026

baseline. Fig. 6(a) illustrates the encryption time per epoch,1027

while Fig. 6(b) reports the corresponding decryption time. In1028

both figures, we compare FL-MPS with the baseline that en-1029

crypts all parameters using RBPHE.1030

As the number of epochs increases, the negotiation success1031

rates for both LoRA A and LoRA B gradually rise, indicating1032

that parameter importance becomes more stable and consistent1033

Fig. 7. Impact of client heterogeneity, encrypted communication, and residual
precision on FL-MPS.

across clients. Correspondingly, the encryption and decryption 1034

time of the anchor part increases, since more parameters are 1035

identified as negotiable and thus protected. 1036

At the same time, the encryption and decryption costs of the 1037

full part decrease, as fewer parameters remain fully protected. As 1038

a result, although the computational overhead shifts from the full 1039

part to the anchor part, the overall cryptographic cost remains 1040

significantly lower than that of the RBPHE-only encryption 1041

baseline throughout all epochs. 1042

To further provide an end-to-end view of computational over- 1043

head, Fig. 5(b) reports the time breakdown of FL-MPS and the 1044

RBPHE-only baseline. Although FL-MPS introduces additional 1045

client-side hash and importance computation, and server-side 1046

negotiation costs, these costs are lightweight compared with 1047

the encryption and decryption overhead saved by avoiding full- 1048

parameter RBPHE aggregation. As a result, FL-MPS achieves 1049

lower total runtime while preserving encrypted protection for 1050

security-critical parameter segments. 1051

Beyond computation time, FL-MPS also achieves notable 1052

communication reduction. As shown in Fig. 7(b), the encrypted 1053

payload associated with fully protected parameters decreases 1054

over training, while the communication cost of the anchor part 1055

slightly increases. Importantly, both components remain far 1056

smaller than the communication cost of encrypting all param- 1057

eters with RBPHE. This asymmetric trend demonstrates that 1058

FL-MPS effectively replaces large-scale full encryption with 1059

lightweight anchor-based protection, resulting in consistently 1060

lower encrypted communication overhead. 1061

Overall, this dynamic behavior highlights a key advantage of 1062

FL-MPS: rather than incurring uniformly high cryptographic 1063

and communication costs, the system adaptively reallocates 1064

protection effort toward a compact set of sensitive parameters, 1065
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TABLE III
IMPACT OF NEGOTIATION THRESHOLD m ON SYSTEM PERFORMANCE

thereby achieving high efficiency while maintaining strong pri-1066

vacy guarantees.1067

The Impact of Key Parameters: We move forward to analyze1068

the impact of key system parametersm and p on the performance1069

of FL-MPS, in terms of negotiation success rate, cryptographic1070

overhead, and model accuracy.1071

We study the impact of the negotiation threshold m by com-1072

paring two representative settings, m = 0.3 and m = 0.5. As1073

reported in Table III, the negotiation success rates for both LoRA1074

matrices A and B decrease as m increases. This is expected,1075

since a larger m imposes a stricter requirement on cross-client1076

parameter agreement, making successful negotiation more dif-1077

ficult.1078

As shown in Fig. 4(b), we further observe that the negotiation1079

success rate of matrix A is consistently higher than that of1080

matrixB under all configurations. This phenomenon aligns with1081

prior observations in federated LoRA training, where matrix A1082

exhibits stronger cross-client similarity, while matrixB captures1083

more client-specific variations. As a result, parameters in A are1084

more likely to satisfy the negotiation criterion.1085

Despite the reduced negotiation success rate under larger1086

m, the overall model accuracy remains largely unchanged.1087

Meanwhile, stricter negotiation leads to a higher proportion1088

of parameters being protected by full encryption, resulting in1089

increased cryptographic overhead. This highlights an inherent1090

trade-off between negotiation flexibility and system efficiency.1091

Based on this trade-off, we adopt m = 0.3 as the default setting1092

to balance security, negotiation robustness, and runtime cost.1093

To further understand the effect of data heterogeneity, we vary1094

the Dirichlet parameter α, where a smaller α indicates a more1095

highly non-IID client distribution. As shown in Fig. 7(a), the1096

negotiation success rate of LoRA A remains consistently high1097

even under strong heterogeneity, suggesting that LoRA A pre-1098

serves relatively stable cross-client anchor patterns. In contrast,1099

LoRAB is more sensitive to client heterogeneity: whenα = 0.1,1100

its negotiation success rate drops substantially, indicating that1101

client-specific updates make anchor agreement more difficult.1102

When negotiation fails more frequently, FL-MPS automatically1103

falls back to full RBPHE encryption for those parameters. There-1104

fore, extreme heterogeneity does not weaken privacy protection;1105

instead, it reduces the fraction of split-protected parameters and1106

increases cryptographic overhead. In the worst case, if most1107

parameters fail to reach agreement, FL-MPS degenerates toward1108

the full-encryption baseline, preserving confidentiality at the1109

cost of lower efficiency gains.1110

We next investigate the influence of the precision parameter1111

p. Specifically, we compare two settings: a moderate precision1112

range p ∈ [5, 10] and a fixed high-precision baseline p = 23. 1113

As shown in Fig. 7(c), lowering p substantially reduces the 1114

remaining payload uploaded to the server, leading to improved 1115

communication efficiency. This result highlights that FL-MPS 1116

can safely operate under lower precision without sacrificing 1117

accuracy, while benefiting from reduced transmission overhead. 1118

In summary, these results validate that FL-MPS is an effec- 1119

tive and practical framework for secure and efficient federated 1120

fine-tuning of large language models, providing strong privacy 1121

protection with minimal overhead and no degradation in model 1122

utility. 1123

VI. RELATED WORK 1124

Recent studies have explored the integration of LoRA-based 1125

parameter-efficient fine-tuning into federated learning for large 1126

language models, aiming to reduce communication and com- 1127

putational overhead while preserving client-specific knowledge. 1128

FedIT [12] incorporates LoRA directly into the classical FedAvg 1129

framework [8] for instruction tuning, providing a straightfor- 1130

ward method for collaborative model adaptation. Building on 1131

the observation that the A matrices primarily capture general 1132

knowledge and the B matrices encode client-specific features, 1133

FedSA-LoRA [40] uploads only the A matrices to the server, 1134

significantly lowering communication costs. 1135

To address device heterogeneity, FLoRA [13] proposes a 1136

stacking-based aggregation scheme that allows clients to select 1137

LoRA ranks according to their local resource capacities. Sim- 1138

ilarly, FlexLoRA [41] dynamically adjusts local LoRA ranks 1139

and leverages singular value decomposition for weight redistri- 1140

bution, optimizing the use of heterogeneous device resources. 1141

Beyond efficiency, privacy-preserving mechanisms have also 1142

been explored in LoRA-based FL. DP-LoRA [15] adds Gaus- 1143

sian noise to LoRA adapter weights, providing formal (ε, δ)- 1144

differential privacy guarantees while maintaining model accu- 1145

racy. The compressed structure of LoRA reduces the required 1146

noise scale, making DP practical for large models. More re- 1147

cently, differentially private federated low-rank adaptation be- 1148

yond fixed-matrix designs [42] further studies how to improve 1149

the privacy-utility trade-off when LoRA updates are no longer 1150

restricted to a fixed adapter matrix. In parallel, FedShield- 1151

LLM [16] introduces a federated fine-tuning framework that 1152

combines FL, LoRA, full homomorphic encryption (FHE), and 1153

pruning to enable scalable and secure training of LLMs on 1154

decentralized private datasets. SHE-LoRA [43] adopts selective 1155

homomorphic encryption for federated tuning with heteroge- 1156

neous LoRA, reducing encryption overhead by protecting only 1157

selected LoRA components. 1158

Our FL-MPS takes into account different learning phases 1159

of FL, aiming to only select the representative local model 1160

parameters as scheduled communication participants. The PS is 1161

only required to execute a simple alignment task for the selection 1162

instead of calculating the comparison of the whole model. The 1163

confidentiality of transmitted parameters can be enforced by HE 1164

protocols. Other security requirements, such as published model 1165

inference resistance [17] and poisoning attack defense [44], 1166

should be studied separately. 1167
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Our FL-MPS addresses both efficiency and privacy chal-1168

lenges in LoRA-enabled federated learning. Our framework1169

leverages the observation that different LoRA parameters be-1170

have differently during training and therefore benefit from1171

parameter-specific protection. We introduce a lightweight ne-1172

gotiation protocol that allows clients to collaboratively deter-1173

mine the protection mode for each parameter, combined with1174

a residual encoding-based homomorphic encryption scheme1175

that outperforms existing solutions in SIMD operations. This1176

approach maintains model accuracy, reduces communication1177

and computation overhead, and provides formal privacy guar-1178

antees, enabling scalable, secure, and resource-aware federated1179

fine-tuning of LLMs.1180

VII. CONCLUSION1181

We propose a lightweight and privacy-preserving negotiation1182

protocol that enables clients to collaboratively determine the1183

protection mode of each LoRA parameter, combined with a1184

residual encoding-based HE scheme that outperforms existing1185

SIMD-based solutions. Besides, we are the first to leverage the1186

varying behavior of LoRA parameters during training to apply1187

differentiated protection, which effectively balances privacy,1188

efficiency, and model accuracy. We note that FL-MPS is primar-1189

ily designed for parameter-level privacy and efficiency, which1190

means that we do not explicitly consider client heterogeneity1191

in terms of data distribution or computational resources. Fu-1192

ture work includes extending FL-MPS to handle heterogeneous1193

clients more effectively and exploring adaptive strategies that1194

dynamically adjust parameter protection and encryption based1195

on resource constraints and data characteristics.1196
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